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maker will generally be incomplete, perhaps dramatically so.
Though ultimately motivated by this larger question, here we

examine a more manageable one in the same spirit: do agents
tasked with disrupting a simple, stylized dark network perform

for arbitrarily complex systems. Still another strand uses computational methods to
examine the robustness of networks (not necessarily dark networks) to two  types of
disruption—random failures and targeted attacks, e.g., Albert et al. (2000). For exam-
etworks
xperiments

. Introduction

Actors in law enforcement and the military increasingly use
ocial network analysis in making strategic and tactical decisions.
his is nowhere more evident than in the counterterrorist activ-
ties of the U.S. government in the last decade (Bohannon, 2009).
mportantly, before a government or other official decides the
est intervention, she or he must be presented with information
bout the organization to be disrupted. This paper is motivated
y a fundamental question: how does the presentation of infor-
ation about the network’s structure affect the actor’s success in

isrupting a dark network?
A complete answer to this question will depend on a complexity
f factors, including the goals of the organization, the dynamic
rocesses behind the organization’s structure, the dynamic effects
f the disruption, the costs of various disruption strategies, and
ore.1 This challenge is made more difficult by the fact that the

∗ Corresponding author at: 3151 Social Science Plaza, Irvine, CA 92697-5100,
nited States. Tel.: +1 949 824 7417; fax: +1 949 824 2182.

E-mail address: mcbride@uci.edu (M.  McBride).
1 See the discussion in Carley et al. (2002) and Roberts and Everton (2011) for
ore general discussions of network disruption. Here we mention a few particu-

arly relevant strands. One strand is the theoretic literature on network disruption,
ncluding Borgatti (2003) and Ballester et al. (2006). Another strand emphasizes the
trategic interplay between the network members and the disrupter, e.g., Enders
nd  Su (2007), Baccara and Bar-Isaac (2008), Hong (2008), Enders and Jindapon
2009), Hoyer and De Jaegher (2010), Goyal and Vigier (2010), and Hong (2011).
ranke and Öztürk (2009) show how conflict intensity can depend on the net-
ork structure. Hausken (2009) considers attack and defense of contested nodes

378-8733/$ – see front matter ©  2013 Elsevier B.V. All rights reserved.
ttp://dx.doi.org/10.1016/j.socnet.2013.04.008
organizations under consideration are covert and illegal—called
dark networks2—and thus intentionally try to hide their operations,
thereby making the intervention decision more difficult. The
information about the dark network provided to the decision
ple, scale-free network architectures like that of the World Wide Web  are highly
resilient to random failures but not targeted attacks (Albert et al., 2000; Callaway
et al., 2000; Cohen et al., 2001). Farley (2010) uses order theory to study robustness to
attack when there different criminal types (e.g., leaders and followers). Feinstein and
Kaplan (2010) bridge the gap between computational and game theoretic studies
in  their use of simulations to study defense and attack on a terrorist organization. A
literature in operations research explicitly confronts the limited information aspect
of  dark networks, e.g., Mifflin et al. (2004), Atkinson and Wein (2010), and Kaplan
(2010).

2 The label dark networks was introduced by Raab and Milward (2003) and further
explored in Milward and Raab (2005). There is a large and methodologically diverse
literature examining covert and illegal organizations. For example, one strand of
this work attempts to map the structure of existing terror networks; a short list
includes Krebs (2002), Sageman (2004, 2008), Pedhahzur and Perliger (2006), and Xu
and Chen (2008). Other work examines the structure of terror and crime networks
theoretically; a partial list includes Ballester et al. (2006), Baccara and Bar-Isaac
(2008), Enders and Jindapon (2009), Enders and Su (2007), and Feinstein and Kaplan
(2010). Still other work develops dynamic models of terorrist network formation and
adaptation in the face of disruption by counterterrorist agents, e.g., Tsvetovat and
Carley (2005).
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etter when the information about the network is presented
s a graph or when presented as a table? This narrower focus,
hough not matching the complexities of the real-world, has
articular advantages. Focusing on a transparent setting with
hese two commonly used display formats will allow us to bet-
er identify the factors relevant to information transmission.

e can also draw from previous theoretical and experimental
esearch on network disruption and information transmission to
elect a stylized network disruption setting and identify testable
ypotheses.

For our stylized network disruption setting, we chose the setting
riginally theoretically and experimentally examined by McBride
nd Hewitt (2012). A decision-maker (the interventionist) observes
monitors) a random subset of dark network members and their
ies, and then decides which single member to remove from the
etwork to produce the largest disruption. McBride and Hewitt
athematically derive the optimal disruption strategy assuming

he actor maximized the expected payoff, and identify several fea-
ures of this optimal strategy. Among other things, they show that
he optimal disruption strategy entails making riskier disruptions
s fewer nodes are monitored. Their laboratory experiment shows
hat the decisions of human subjects placed in the intervention-
st role qualitatively mimic  many features of the optimal strategy,
ut that some systematic deviations from the optimal strategy also
ccur, particularly when very little information about the network
s displayed.

We  chose to study this stylized setting for multiple reasons. It
s the simplest possible setting of dark network disruption that
xplicitly characterizes the network’s darkness, which we con-
ider to be a feature of primary importance. Moreover, because the
ptimal strategy is precisely characterized, we have a meaningful
enchmark with which to compare experimental subjects’ disrup-
ion choices under different information display schemes. Finally,
hat McBride and Hewitt’s experimental subjects nearly mimic
he optimal strategy suggests a high correspondence between the

odel and experimental set-up, yet the fact that they observe some
ystematic deviations from the optimal strategy also suggests that
here is scope for identifying how those deviations may  relate to
nformation presentation.

The motivation for comparing graphs and tables is grounded in
revious research (by graph we mean an image with points and

ines, with points representing social actors and lines representing
elationships between actors; by table we mean a matrix repre-
entation, with rows and columns corresponding to actors and cell
ntries representing relationships). Structural information about
ocial groups and organizations has traditionally taken one of those
wo forms in social network research (Freeman, 2000; Wasserman
nd Faust, 1994), though use of graphical images is considered a key
lement of social network analysis (Freeman, 2004) and is common
n counterterrorist activities (Bohannon, 2009).

Although a body of experimental research on network visual-
zation examines the role of layout design in transmitting network
nformation via graphs, this work has not compared graphs and

ables.3 Yet, the Graph–Table distinction is primary in an otherwise
nrelated literature on the speed and accuracy of (non-network)

nformation transmission and decision making. Some studies have
ound graphs or other visual displays to be better, others have found

3 For example, Blythe et al. (1995) and McGrath et al. (1997) find that changing
he  spatial position of an actor in the graph, holding constant her structural position,
ffects the perception of that actor’s importance in the network; Purchase (1997)
nd Huang et al. (2006) find that various aspects of the layout affect understanding of
ocial relationships; and Kennedy et al. (2011) examine how individuals not trained
n  social network analysis interpret social network diagrams.
tworks 35 (2013) 406– 422 407

tables to be better, while still others have reported mixed results.4

Coll’s (1992) explanation, which she supports with her own experi-
mental findings, is that whether one type of display format is better
or worse depends on the specific task at hand: visual displays such
as bar graphs allow for more rapid and effective transmission of
relational information, while tables more effectively transmit infor-
mation about specific values. Still other work examines the user’s
preference for the display format, asking if and when the users
select the display format that best aids in the decision task (e.g.,
Wilson and Zigurs, 1999).

Our study differs from previous research in vital ways. The prior
experimental work comparing graphs and tables examines vari-
ous settings, such as investment portfolio choice, loan decisions,
and information retrieval, but to our knowledge, ours is the first
to study the efficacy of display format in dark network disruption.
Consequently, the graph displays in the prior studies tend to be pie
charts or bar graphs, while for us the graph is an image of nodes and
links. Additionally, due to the “dark” nature of dark networks, our
decision setting involves the display of fundamentally incomplete
information. In general it is true that not all relevant information
can be disseminated to a decision maker due to limitations in space
or time to communicate, but the limited information in our set-
ting is due to a lack of data about the organization rather than a
scarcity in time or space to convey available information. We  also
note that there are relatively few behavioral experiments studying
terrorism and counterterrorism (Arce et al., 2011); McBride and
Hewitt (2012) is the only behavioral experiment on dark network
disruption.

We  implement a three-session, within-subjects/between-
subjects hybrid experiment based on the McBride–Hewitt
disruption setting. Each subject is tasked with reducing the total
level of crime generated by a “criminal network.” The more crime
reduced by the subject, the more U.S. dollars earned by the sub-
ject. In each trial, a subject is presented with partial information
about a criminal network and asked to select one criminal to arrest
and thereby remove from the network. We  control for a subject’s
level of information about the network (i.e., observation level) by
varying the number of criminals monitored. Each subject partic-
ipates in multiple trials for each of the three treatment levels of
information. This allows for testing the within-subjects treatment
effects of observation levels. Session 1 subjects encounter only the
graph display format. Session 2 subjects encounter only the table
display format. Sessions 1 and 2 allow for a between-subjects com-
parison of display format. Session 3 subjects face the two  display
formats in alternating sequence, which allows for a within-subjects
comparison of both display format and information level.

Based on lessons learned from previous literature and on our
own  assessment of the different types of decision errors most likely
in this setting, we identify four hypotheses: (1) subjects exposed
to the table display will take longer to make decisions; (2) subjects
exposed to the table will arrest non-monitored criminals at higher
rates; (3) subjects exposed to the graph will make fewer unin-
tentional mistakes (trembling errors); and (4) subjects exposed to
the table will perform better overall at reducing crime. We  find
statistically significant evidence in support of the Hypotheses 1
and 2: table display subjects take much longer to decide their

disruption choice, and they are more likely to arrest subjects
not-monitored. Hypothesis 3 is rejected: graph subjects do not
make trembling errors at higher rates. We  find weak support

4 For example, visual displays are better in Carter (1947), Feliciano et al. (1963),
Tullis (1981), Rudolph et al. (2009), Savikhin et al. (2011); tables are better in
Nawrocki (1972), Lucas (1981), Remus (1984); and mixed results are reported in
MacDonald-Ross (1977), Dickson et al. (1986), Coll and Coll (1993).
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criminal when degree difference (best monitored degree–best non-
monitored degree) is ≤1, 0, and 0 respectively. Otherwise we would
anticipate a subject with this belief to select the best monitored
criminal.
08 M. McBride, M. Caldara / So

or Hypothesis 4: table display subjects perform better in some
reatment conditions and equally well in the others.

Multiple lessons emerge and inform our understanding of dark
etwork disruption more generally. That subjects viewing tables
erform weakly better but take longer to act suggests a trade-off
etween speed and accuracy akin to that found in other decision
ettings (e.g., Luce, 1986; Wilson and Zigurs, 1999). Taking longer
ay  be beneficial to the decision-maker in our setting because the

xtra time improves the awareness of subtle strategic aspects of
he decision. A subtler point is that the table explicitly depicts the
otential links of uncertain status. A decision maker presented with
he graph may  inadvertently mistake potential links of uncertain
tatus to be non-existing links. Both are depicted by the absence of

 line in the graph, with the difference inferred by the colors of the
odes. A lesson for policy-makers is that the disrupter is best helped
hen information explicitly distinguishes known link absences

rom unknown link statuses. We  should clarify, however, that the
esults does not imply that tables are, as a general rule, better than
raphs for presenting information to network disrupters. A care-
ully designed graph image may  better distinguish link absences
nd the absence of information than the best-designed table. Addi-
ional work must be done to identify the best overall display format,
nd we believe any such work should account for our lessons
earned.

. The disruption setting

.1. A model of dark network disruption

We  now summarize McBride and Hewitt’s (2012) decision the-
retic model. We  keep our presentation brief and refer the reader
o their paper for additional details.

First, nature selects a criminal network g from a set of crim-
nal networks G. Each network has n > 0 criminals, where n is
nown. If a criminal collaboration exists between any two crim-
nals i and j, then it is denoted gij = gji = 1. If no collaboration exists,
hen gij = gji = 0. As is standard, assume gii = 0. The only decision-

aker, labeled the interventionist, has a prior belief distribution
0 over G that satisfies a strict form of anonymity: if g′ and g′′ are

somorphic, then �0(g′) = �0(g′′). The strict anonymity assumption
nsures that the ex ante probability assigned to a criminal having a
iven number of collaborations is the same across criminals.

Second, nature randomly selects z criminals to be monitored by
he interventionist, with 0 ≤ z ≤ n. If a criminal is monitored, then
is collaborations are revealed to the interventionist. Monitored
riminals are selected uniformly from the set of criminals without
eplacement.

Third, the interventionist selects exactly one criminal in the
etwork to arrest. She can arrest any criminal, whether or not
hat criminal was one of the z monitored criminals. Let the post-
rrest criminal network be denoted by ĝ. If criminal k is arrested,
hen ĝij = gij for all i, j ∈ I with i, j /= k and ĝik = ĝki = 0 for all i ∈ I.
hat is, the arrested criminal and that criminal’s collaborations are
emoved from the network, but the rest of the network remains
ntact. The number of criminals n, the set of crime networks G,
nd the number of monitored individuals z is known by the inter-
entionist when making her decision. The interventionist will not
enerally know the actual network g when making her choice, but
nstead only has information about the monitored portion of the
etwork. The interventionist uses this information to update her

rior belief �0 (which is an exogenous feature of the intervention-

st) via Bayes rule and form the posterior belief �.
Finally, after making her arrest decision, the interventionist

eceives her payoff. This payoff is strictly decreasing in the real-
zed level of crime C, and so the interventionist acts to minimize
tworks 35 (2013) 406– 422

the overall level of crime. The realized level of crime is calculated
as

C = c0 + c1

n∑
j=1

dj(ĝ), (1)

where c0 ≥ 0, c1 > 0, and di(ĝ) is the number of collaborations for
criminal i (i.e., his degree).5

This model dramatically simplifies an actual interventionist’s
decision problem. For example, actual dark networks will have
heterogeneous agents, such as financiers, intelligence operators,
planners, and foot soldiers (U.S. Army, 2007), and these networks
will be very dynamic as they adapt to disruptions (Tsvetovat and
Carley, 2005). As stated earlier, the value of this stylized repre-
sentation is that it provides a simple benchmark setting of limited
network observation for which the optimal disruption strategy is
mathematically tractable and experimentally testable. As such, the
theory and experimental evidence are not intended to provide a
comprehensive prescription for policy makers but rather to bring
out in a transparent manner key issues relevant for policy-makers.

2.2. Optimal disruption

The interventionist’s optimal disruption strategy, after moni-
toring the z criminals and updating her beliefs about the network’s
structure, is to arrest the criminal with the highest expected degree.
Specifically, the optimal strategy has the interventionist first par-
tition the criminals into two  groups: those that are monitored and
those that are not monitored. The interventionist then identifies
the criminal from the first group with the most collaborations and
identifies the criminal from the second group with the most collab-
orations observed. The number of collaborations of the former is
known with certainty because he is monitored, while the observed
collaborations of the latter may  only be a subset of that crimi-
nal’s total collaborations. Denote these two the “best monitored
criminal” and “best non-monitored criminal,” respectively.

McBride and Hewitt show that, under the previously mentioned
anonymity assumption, the optimal disruption strategy according
to Bayes Rule is to choose either the best monitored or best non-
monitored criminal. Deciding which criminal to arrest involves a
comparison between the sure-thing option of arresting the former
with the risky-bet of arresting the latter; arresting any other crim-
inal with fewer links in his respective group is sub-optimal by the
anonymity assumption. As less of the criminal network is observed,
it is less likely that a high degree criminal is observed, and the opti-
mal  strategy will be such that the risky-bet arrest is more likely to
be made. As fewer of the criminals are monitored, crime reduction
from the arrest is also expected to diminish.

An example illustrates. Suppose a subject believes the networks
were formed via a Poisson process and has an anonymous prior that
correctly anticipates the 0.094 average density of the networks.
Then under observation level z, all non-monitored criminals are
expected to have (17 − z) × 0.094 links in addition to any links that
have already been observed. Thus, for observation levels z = 2, 7,
and 12, each non-monitored criminal is expected to have 1.41,
0.94, and 0.47 additional links respectively. So we would antici-
pate a subject with this belief to select the best non-monitored
5 The coefficient c0 is superfluous in the model because it is a constant common
across all criminals. We keep it here because it is found in McBride and Hewitt’s
(2012) theory and experiment, and we  will use it in our experiment.



cial Ne

t
t
T
o
t
f
n
l

2

t
i

b
t
o
p
t
o
p
p
i

t
m
t

b
s
i

o

b
m
o

3

3

t
t
a
p
T
s
e
i
c
n

b
T

o
g

a
b

M.  McBride, M. Caldara / So

In actuality, the networks used in our experiment were formed
o have higher clustering and fatter-tailed degree distributions
han a randomly generated network to mimic  real social networks.
his serves to increase the expected number of additional links
f the best non-monitored criminal. Thus, a subject who believes
he network was generated to have higher clustering and a
atter-tailed degree distributions might rationally select the best
on-monitored criminal for higher degree differences than those

isted above.

.3. Previous experimental results

McBride and Hewitt (2012) experimentally test four features of
his optimal strategy by placing human subjects in the role of the
nterventionist disrupting a criminal network with n = 18.

First, they test if all arrests are of either the best monitored or
est non-monitored criminal. Consistent with the theory, they find
hat one of these two is nearly always arrested (approximately 90%
f all trials). However, with very low monitoring (z = 2), a sizeable
ortion of subjects (approximately 20% of z = 2 trials) make a subop-
imal risky-bet by arresting a non-monitored criminal with fewer
bserved collaborations than another non-monitored criminal. The
roximate cause of this deviation is misapplication of Bayes Rule, a
oint recognized by McBride and Hewitt, though the ultimate cause

s less clear.
Second, holding z fixed, they test if a sure-thing is more likely

o be arrested as the difference between the degree of the best
onitored and best non-monitored criminal increases. They find

hat subjects’ behavior exhibits this feature.
Third, holding constant the difference in degree between the

est monitored and best non-monitored criminal, they test if the
ure thing is more likely to be arrested as the level of monitoring
ncreases. Again, they find subjects to exhibit this behavior.6

Fourth, they test if crime reduction is higher the higher the level
f monitoring. Their evidence supports this prediction.

Overall, the evidence supports the conclusion that the subjects’
ehavior is very consistent with the mathematically derived opti-
al  disruption strategy when z = 7 and z = 12 and mostly consistent,

n average, when z = 2.

. Experiment design

.1. Basics

Our experiment consists of three experiment sessions with a
otal of 86 subjects. The sessions were conducted in an experimen-
al laboratory at a large public university using university students
s test subjects. The entire experiment was conducted via com-
uter, using the open source software package Multistage Games.7

he laboratory recruits on campus via emails and flyers. Interested
tudents register to be in the subject pool via a web  site. When an
xperiment session is scheduled, an email announcing that session
s sent to all students registered in the subject pool, and students
an then “sign-up” for that session via the web site. Subjects were

ot allowed to participate in more than one session.

For each of three observation levels (z = 2, 7, 12, discussed
elow), subjects were shown a series of networks in random order.
he same series of networks was used for all subjects and for all

6 A technicality is that this prediction by McBride and Hewitt (2012) is based
n  an assumption that subjects assume that g is derived from a Poisson network
eneration process. See Jackson (2008) for a discussion of Poisson networks.
7 The Multistage Game software package was  developed jointly between the SSEL

nd CASSEL labs. Documentation and instructions for downloading the software can
e  found at http://multistage.ssel.caltech.edu.
tworks 35 (2013) 406– 422 409

three observation levels, but the order in which the networks were
shown and the exact z nodes monitored for a particular trial were
programmed to vary randomly to prevent a possible ordering effect.
Once shown the monitored portion of a network, the subject would
select a criminal to arrest, resulting in a reduction in the level of
crime measured as “crime units averted.” Subjects earned $0.009
for each crime unit averted in addition to a $7 payment for show-
ing up. The total payment, made at the end of the experiment, was
rounded up to the nearest quarter. Over the course of the experi-
ment, subjects participated in a total of 6 practice rounds and 30
real rounds. The average take-home amount was just under $28
for about 75 minutes of participation. Of this take-home amount,
approximately $6.50 was derived from clear decisions where the
degree of the best non-monitored criminal was greater than or
equal to the degree of the best monitored criminal, approximately
$14.00 was  derived from decisions where the degree of the best
non-monitored criminal was  less than the degree of the best mon-
itored criminal, and the remainder was  derived from the show up
payment and from rounding up to the nearest quarter.

3.2. A single trial

In each round, the subject is shown part of a criminal network
comprised of 18 criminals and asked to select a single criminal in
that network to arrest. The network size of 18 is 50% larger than
size 12 used by McGrath et al. (1997). The larger size matches
McBride and Hewitt, but also allows for greater variation in dis-
played networks given the imperfect monitoring. Pre-experiment
testing revealed that with too many more nodes it was  difficult to
identify links with the circle display (display discussed below). The
size of 18 thus strikes a balance of competing concerns.

Hot labels such as “criminal,” “crime,” and “arrest” are inten-
tionally used to increase the salience of the decision task.

The crime formula used is ci = 15 + 10li, where ci is the total
crime produced by criminal i and li is the number of collaborations
(“links”) criminal i has with other criminals. Note that if criminal j
is arrested, the total pre-arrest crime,

∑
ici, is reduced by cj + 10lj

rather than just cj due to a reduction in the crime produced by
criminal j’s collaborators. Thus, the post-arrest crime formula is∑

i

ci − 15 − 20lj. (2)

During the instructional phase at the start of the session, the
subjects are told the exact crime calculation and then asked ques-
tions to test their comprehension. They receive feedback on their
answers before proceeding to the real rounds.

The network shown is chosen by the computer randomly for
each subject without replacement from a set of 10 networks used
by McBride and Hewitt.8 They randomly generated the networks to
mimic  the degree distributions of typical social networks. Specif-
ically, they used an expected degree random formation model
in which each node is assigned a desired degree but then ties
form probabilistically according to the desired degrees; see Jackson
(2008) for a comparison of this model with other network forma-
tion models. The result is a network that is similar to a Poisson

distribution but with higher clustering and a higher chance of cen-
tral players. The average density of the 10 networks is 0.094; the
density of the most dense network is 0.131; the density of the
sparsest network is 0.065.

8 We only used 10 of the 16 Set A networks used by McBride and Hewitt (2012) to
ensure that each subject encountered the same set of networks. The experiment was
shortened from 16 trials at each observation level to 10 trials at each observation
level due to the anticipated increase in the amount of time subjects would spend in
each round under the table format.
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The computer then randomly selects (with uniform probability)
 of the 18 criminals to be monitored. To help the subject distinguish
etween the two types, these z monitored criminals are colored
reen, and the 18 − z non-monitored criminals are colored blue.
he subject is shown all collaborations of the monitored criminals,
ut only sees the collaboration of an non-monitored criminal if that
ollaboration is with one of the monitored criminals. The subject
hen arrests a criminal by using the mouse to click on that criminal.
ny one of the criminals may  be selected, regardless of whether

hat criminal is monitored. After arresting a criminal, the subject is
hown the true underlying network with the arrested criminal and
hat criminal’s collaborations highlighted in red. In addition, the
re-arrest level of crime, amount of crime prevented, and percent
f crime reduced are displayed, as well as a running total of earnings
p to that point in the session.

There was no explicit time limit for the subject in making this
ecision, nor was there any indication of a time limit in the exper-

ment instructions. That (as will be shown below) subjects took
uch a much shorter time in one display treatment than another
hen they could have gone taken longer suggests that they made
ecisions when they were ready and not under any explicit time
ressure. However, whether subjects may  have given self-imposed
ime pressure in order to finish cannot be known.

.3. Display format

The display format is our primary treatment variable. Depend-
ng on the session and round, the criminal network is displayed in
ne of two display formats: graph or table. Images of the pre-arrest
nd post-arrest screen for a particular network with z = 7 for both
he graph format and the table format are displayed in Figs. 1 and 2,
espectively. In the graph format, criminals are represented by cir-
ular nodes and collaborations are represented by lines connecting
he nodes. In the table format, the subject is shown the lower trian-
le of the network’s adjacency matrix, i.e., criminals are represented
s X’s on the diagonal of a matrix g, with a collaboration between
riminals i and j represented by gij = 1, a non-collaboration between
riminals i and j represented by gij = 0, and an unknown relationship
etween criminals i and j represented by gij =“ . ”. When hovering
he mouse over a particular node, the row and column for that node
ould highlight, thus enabling the subject to identify which entries

n the table were for which node (see Fig. 2). McBride and Hewitt
2012) use only the graph format.

According to the simple decision-theoretic model, the display
ormat should not affect the arrest decision. Each display format
rovides identical information with no computational assistance.
oreover, we intentionally display the information so that no crim-

nal is depicted with greater prominence than another. The criminal
odes in our graph format are randomly positioned in a circle so
s not to favor any particular node. The criminal nodes in the table
ormat are positioned in a random order on a line on the diagonal
f a matrix.

Yet, differences in disruption choices across the display formats
ay  occur. To understand why, observe that subjects may  deviate

rom the optimal strategy for various reasons, including the use
f a poorly conceived strategy, imperfect processing of displayed
nformation, an unintended random tremble (or “slip-up”), any
ombination of the above, or some other reason. The premise of this
aper is that the likelihood that these errors occur may  vary across
he display formats. For example: a subject might understand and
ntend to play the optimal strategy but then be more likely to imper-

ectly process the information presented in one display format than
n another; a subject might be more likely to tremble when select-
ng in one display format than in another; or the presentation of
nformation in one format makes certain key aspects of the optimal
trategy more salient than in another, thereby allowing for more
Fig. 1. Experiment graph display screen-shots.

rapid learning of the optimal strategy. Below we will draw from
prior literature in identifying specific hypotheses about how dif-
ferences in display format will lead to differences in the subjects’
disruption decisions.

3.4. Observation levels

Our other treatment variable is the number of monitored crim-
inals z, also called the observation level. This variable controls
the amount of the network revealed to the subject. McBride and
Hewitt use three values of z: 2, 7, and 12. Observation levels 2
and 12 represent settings near the extremes of no information and
full information, respectively; 7 represents an intermediate value.

Thus, the observation level z captures one aspect of the “darkness”
of the network, and it is possible that differences in decisions across
display format may  depend on the darkness. We  vary the observa-
tion level with this possibility in mind.
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Fig. 2. Experiment table display screen-shots.

McBride and Hewitt find that under observation level z = 2 sub-
ects are less likely to choose either the best monitored criminal
r the best non-monitored criminal when the treatment order is
2-7-2 than when the treatment order is 2-7-12 or random. This
uggests that a behavioral bias may  lead to more strategic errors
t observation level 2 when the treatment order is 12-7-2. For this
eason, and because we are primarily interested in measuring the
ffectiveness in reducing crime across display formats we held the
bservation level order fixed at 2-7-12 in all of our sessions. We
re concerned that under the 12-7-2 ordering we would be unable
o separate the usual errors from this behavioral anomaly. Thus,
olding the treatment order fixed at 2-7-12 allows for a sharper
omparison between subjects under the different display formats.

The 2-7-12 ordering was chosen for two additional reasons.
irst, unlike z = 12, where subjects monitor most of the network,
ith z = 2 the subjects see only a small portion of the network

efore making the disruption decision. The many initially unob-
erved links are only shown after the disruption decision. Subjects
re thus exposed early on in the experiment to the idea of unob-
erved links in both formats. Finding a difference in behavior across

he treatments should thus reflect the role of the display format
n behavior rather than misunderstanding that other links are not
hown. Second, McBride and Hewitt (2012), who conduct sessions
ith 2-7-12 ordering and 12-7-2 ordering, show that more moni-

ored nodes are selected in the graph format when z = 2 under the
tworks 35 (2013) 406– 422 411

2-7-12 ordering than under the 12-7-2 ordering. One explanation
is that subjects have more experience in the latter ordering when
making their z = 2 choices, and thus are more aware of the ben-
efits of choosing a non-monitored node. The 2-7-12 ordering thus
provides the best setting in which behavioral differences may arise.

3.5. Sessions

During each experiment session, both the sequence in which
the subjects are shown the networks and the selection of the z
monitored criminals each round is determined randomly and inde-
pendently across subjects. After completing the 10 rounds with
z = 2, the subject then participates in 10 rounds with the same
networks at observation level z = 7, followed by 10 rounds with
the same networks at observation level z = 12. Thus, the subject is
shown each network at each of the three observation levels, but the
sequence in which the networks are shown and the nodes observed
differ across treatments and subjects due to the randomization
process.

Before participating in each set of 10 rounds, the subject par-
ticipates in 2 practice rounds with randomly selected networks at
the respective observation level. Overall, during a single session,
each subject makes 3 choices for each of the 10 networks (one at
each observation level) for a total of 30 rounds (trials), each with a
unique network-observation level combination. At the end of each
round (including practice rounds), the subject is shown the under-
lying network, and thus subjects are introduced to the reality of
unobserved links before the real rounds begin.

We conducted three sessions. In the first session, denoted
“Graph,” all 30 rounds were conducted using the graph display for-
mat. The second session, denoted “Table,” was identical to the first
session except all 30 rounds were conducted using the table display
format. These two  sessions allow for testing of a between-subjects
treatment effect of the display format. The third and final session,
denoted “Graph–Table,” was similar to the first two sessions except
odd rounds were conducted using the graph display format and
even rounds were conducted using the table display format. The
display formats are alternated sequentially to limit the possibility
of ordering bias. In total, the subject made 15 choices with each
display format during the third session, 5 at each observation level.
This third session allows us to identify a within-subjects treatment
effect of display format by controlling for individual characteristics.

At the end of each session, subjects answered a short question-
naire that asked a variety of demographic questions (i.e., age, sex,
major, year in school, number of economics courses taken, and
number of statistics courses taken). In addition, each subject was
asked to explain how she made her choices in an open-ended ques-
tion. Data on subjects’ characteristics are summarized in Table 1.
Regressions relating these characteristics to the outcome variables
of interest are summarized in Tables 7 and 8. Using a female busi-
ness/economics major as the baseline, we find that on average other
social science majors are 4.6% less likely to select one of the best
criminals (significant at the 0.05 level) with no significant impact
on crime reduction, life science/biology/public health majors are
not significantly more likely to select one of the best criminals but
are more effective with their selections, reducing 4.1% more crime
(significant at the 0.05 level), and males are 7.0% more likely to
select one of the best criminals and reduce 3.4% more crime (both
significant at the 0.01 level). Males also take an average of 3.9 s
longer per decision, and subjects who have taken at least 1 eco-
nomics class or at least 1 statistics class take 2.4 s longer and 2.3 s

shorter respectively (all significant at the 0.01 level). Subjects who
have taken at least 1 statistics class reduce 2.7% less crime (signifi-
cant at the 0.05 level), perhaps due in part to the shorter time per
decision. The coefficients on the remaining demographic variables
were not statistically significant.



412 M. McBride, M. Caldara / Social Ne

Ta
b

le

 

1
Se

ss
io

n

 

in
fo

rm
at

io
n

.

Se
ss

io
n

 

N
u

m
be

r 

of
su

bj
ec

ts
Pe

rc
en

t
m

al
ea

(%
)

Pe
rc

en
t  

w
it

h
1+

st
at

is
ti

cs
co

u
rs

es
a

(%
)

M
aj

or
a

A
ve

ra
ge

ta
ke

-h
om

e
ea

rn
in

gs
b

Pe
rc

en
t 

bu
si

n
es

s 

or
ec

on
om

ic
s 

(%
)

Pe
rc

en
t 

p
sy

ch
ol

og
y

or

 

co
gn

it
iv

e
sc

ie
n

ce

 

(%
)

Pe
rc

en
t  o

th
er

 

so
ci

al
sc

ie
n

ce
, s

oc
io

lo
gy

,
cr

im
in

ol
og

y 

(%
)

Pe
rc

en
t  

p
h

ys
ic

al
sc

ie
n

ce
/

en
gi

n
ee

ri
n

g 

(%
)

Pe
rc

en
t  

li
fe

 

sc
ie

n
ce

/
bi

ol
og

y/
p

u
bl

ic

 

h
ea

lt
h

(%
)

Pe
rc

en
t 

h
u

m
an

it
ie

s
or

 

u
n

d
ec

id
ed

/
u

n
d

ec
la

re
d

 

(%
)

A
ll

 

86

 

40

 

60

 

23

 

8 

17

 

26

 

23

 

2 
$2

7.
69

G
ra

p
h

 

25

 

40

 

68

 

24

 

16

 

20

 

20

 

20

 

0 

$2
7.

54
Ta

bl
e 

29

 

41

 

66

 

24

 

3 

17

 

34

 

21

 

0 

$2
7.

81
G

ra
p

h
–T

ab
le

 

32

 

38

 

50

 

22

 

6 

16

 

22

 

28

 

6 

$2
7.

69

a
In

fo
rm

at
io

n

 

ob
ta

in
ed

 

fr
om

 

th
e 

qu
es

ti
on

n
ai

re
.

b
In

cl
u

d
es

 

th
e 

$7

 

sh
ow

-u
p

 

p
ay

m
en

t.
tworks 35 (2013) 406– 422

3.6. Hypotheses

Drawing from lessons learned from the previous research cited
earlier, from the psychology of decision making exemplified by
Kahneman’s (2011) distinction between fast and slow thinking, and
from on our own assessment of the different types of decision errors
to arise across the display formats, we identify four hypotheses.

Hypothesis 1. For each observation level z, the average time to make
a decision under the graph format will be shorter than under the table
display format.

The optimal arrest strategy involves finding the criminal with
the most collaborations in each set to identify the best monitored
criminal and the best non-monitored criminal. Then the degrees of
the best monitored criminal and the best non-monitored criminal
are compared to determine the appropriate arrest decision. Com-
paring the degrees of the criminals is inherently a relational task
(i.e., find the two  best and then determine the best of these), rather
than a task that requires specific values (i.e., state the degree of the
two  best criminals). Because the previous (non-network) literature
mentioned earlier suggests that subjects will make faster decisions
under graph format for relational tasks, we expect a shorter aver-
age response time under the graph format and a longer average
response time under the table format.

Hypothesis 2. For each observation level z, the percent of arrests of
the best non-monitored criminal under the graph display format will
be lower than under the table format.

The table format makes explicit the amount of missing infor-
mation by denoting an unobserved relationship with a period. In
the graph format, this information must be inferred by the absence
of a connecting line. If a subject has difficulty making this infer-
ence, then there may  be an informational processing error under
the graph display format wherein the subject selects the best mon-
itored criminal in situations where she would have preferred, given
accurate information processing, to arrest the best non-monitored
criminal. As a result we  expect the rate at which subjects will arrest
the best non-monitored criminal under the graph format to be
lower than under the table format.

Hypothesis 3. For each observation level z, the percent of arrests of
either the best monitored criminal or the best non-monitored criminal
under the graph display format will be higher than under the table
display format.

Because the optimal arrest strategy involves a relational task
and previous literature finds higher accuracy under the graph for-
mat  for these tasks, we conjecture that subjects will make fewer
unintentional, non-strategic mistakes under the graph format than
under the table format. In game theory, such mistakes are called
“trembling hand” mistakes or “trembles,” as if the actor intends to
make her decision by pressing a button, but due to an unanticipated
tremble of her hand chooses a button different than the intended
button. We  expect the presence of such trembling mistakes to man-
ifest itself as an increase in the rate at which non-best criminals are
arrested. We  further note that such errors are plausible given that
the subject does not have pen and paper to make calculations and
that the subjects makes a decision by clicking directly on the node.
Trembling errors could be cognitive (made when calculating the
best disruption) or related to motor control (when clicking on the

node). Given that the optimal disruption will be to choose either the
best monitored node or the best non-monitored node, we  hypoth-
esize that under the graph format the best monitored criminal or
the best non-monitored criminal will be arrested more frequently
than under the table format.
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criminal has the most links (i.e., is the “best”) in the selected set.
Table 3 reports for all sessions the percentage of the time that the
best non-monitored criminal was selected by observation level.
M.  McBride, M. Caldara / So

ypothesis 4. For each observation level z, the average crime
educed under the graph display format will be lower than under the
able display format.

Hypothesis 3 conjectures more trembling errors under the
able format, while Hypothesis 2 conjectures more informational
rocessing errors under the graph format. Conditional on there
eing no difference in comprehending the optimal strategy across
he two display formats, whether crime reduction is higher or
ower under the graph format than under the table format will
epend on which errors are more prominent under each display
ormat. Our theory does not provide any guidance on the rate
t which these errors will occur, however, we hypothesize that
etter information processing (Hypothesis 2) combined with the

ncreased deliberation required when assessing degree centrality
Hypothesis 1) will outweigh the increased trembling errors under
he table (Hypothesis 3). Thus, we expect that subjects will be more
uccessful, on average, in their disruptions (i.e., reducing crime)
nder the table display format.

. Results

.1. Hypothesis 1

For each arrest decision, we recorded the length of time in mil-
iseconds from when the subject was first shown the network until
he subject clicked the mouse button to indicate which criminal to
rrest. There is substantial variability in decision time spent within
ach session. Time spent ranged from 1.6 s to 141.5 s in the Graph
ession, from 3.2 s to 152.7 s in the Table session, and from 2.5 s to
92.8 s in the Graph–Table session. Furthermore, there is substan-
ial heterogeneity across subjects and the variance in time spent for
he slowest subjects is much greater than the variance in time spent
or the fastest subjects. To ensure that the slowest subjects do not
lay a disproportionate role in our comparison between the two
isplay formats, we conduct a Wilcoxon rank-sum test in addition
o the standard t-test.9 As reported in Table 2 and shown in Fig. 3,
e find that average time spent for each level of the number of
onitored criminals z is shorter in the Graph session than in the

able session. The statistics of particular interest are bolded. In all
ases, this difference is significant at the 0.01 level for both tests.

The within-subjects design of the Graph–Table session allows us
o go a step further and compare the two display formats while con-
rolling for individual heterogeneity. By controlling for individual
xed effects, we ensure that any difference in average time spent

s not being driven by differences between subjects. As reported in
able 2, we find that average time spent for each observation level

 is shorter in the Graph rounds of the Graph–Table session than in
he Table rounds of the Graph–Table session. For observation level
, this difference is significant at the 0.05 level when using the t-
est and at the 0.01 level when using the Wilcoxon rank-sum test.
or observation levels 7 and 12, this difference is significant at the
.01 level for both tests. When we instead perform the t-test using
he log of time spent (another procedure that is robust to outliers),
e get the same results as the Wilcoxon rank-sum test, suggesting

hat outliers are to blame for the weakened significance level.

In addition to these hypothesis tests, we regress time spent on

he treatment variables and controls in Table 8. We  find that when
ompared to a baseline of z = 12 in the table display format, sub-
ects presented with the graph format take an average of 16 s less

9 The Wilcoxon rank-sum compares medians rather than means and so it is robust
o  outliers. However, this robustness comes at the cost of efficiency relative to the t-
est  when data is approximately normally distributed. As can be seen in Table 5, the
-values from the t-test and the Wilcoxon rank-sum test are very close for most com-
arisons. For this reason, we  only report p-values from the t-test unless otherwise
oted.
Fig. 3. Time spent by observation level.

to make a decision and subject take 11 s less to make a decision
under observation level z = 2 (both significant at the 0.01 level). The
coefficients on the z = 7 treatment and the round number are both
small, negative, and insignificant.

Although time spent is shorter when viewing graph displays,
the time spent is longer when seeing graph displays under the
Graph–Table session than under the Graph session. A possible
explanation is that the exposure to tables in the Graph–Table
session increases the subjects interest, and hence time spent, in
thinking about the unobserved portions of the network. We  return
to this possibility below.

According to both between subjects (Graph Session vs. Table
Session) and within session (Graph vs. Table within Graph–Table
Session) comparisons, subjects take significantly less time under
the graph display format than under the table display format.
Hypothesis 1 is strongly confirmed.

4.2. Hypothesis 2

For each arrest decision, we recorded whether or not the
arrested criminal is monitored and whether or not the arrested
This information is also displayed in Fig. 4.10

10 A key finding in McBride and Hewitt (2012) is that the rate at which the best
monitored criminal is selected relative to the best non-monitored criminal depends
a  great deal on the relative degree difference between the two. As can be seen in
Table 7, our data also exhibits this pattern. The average marginal effect of increasing
the degree of the best monitored criminal by 1 relative to the degree of the best
non-monitored criminal is a 26% increase in the rate at which the best monitored
criminal is selected. While the difference in degree between the best criminal is
clearly an important predictor of behavior, our hypotheses pertain to the average
behavior and so we do not elaborate on this further.
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Table 2
Time spent making decision by session and observation level.

All Observation level

2 7 12

All sessions Mean (in s) 24.11 18.59 26.44 27.29
Median 19.20 13.74 22.78 24.66
Standard deviation 18.30 16.66 19.16 17.76
Minimum 1.61 1.61 2.65 2.56
Maximum 192.75 192.75 152.69 135.42

Graph Mean (in s) 13.31 10.41 14.09 15.42
Median 10.48 8.28 10.54 12.86
Standard deviation 9.81 72.54 11.44 9.61
Minimum 1.61 1.61 2.65 2.56
Maximum 121.49 41.89 141.49 63.54

Table Mean (in s) 31.72 21.95 35.87 37.33
Median 28.34 18.07 32.06 33.79
Standard deviation 19.43 15.80 19.80 18.68
Minimum 3.18 3.18 3.31 5.01
Maximum 152.69 102.71 152.69 135.42

Graph–Table Mean (in s) 25.65 21.94 27.55 27.45
Standard deviation 18.38 20.15 18.14 16.09
Minimum 2.54 2.54 3.24 3.43
Maximum 192.75 192.75 96.55 78.70

Graph–Table: Graph Mean (in s) 19.59 20.32 19.71 18.73
Median 14.88 14.83 15.75 14.59
Standard deviation 16.21 20.86 14.73 11.76
Minimum 2.54 2.54 3.29 3.43
Maximum 192.75 192.75 96.55 78.70

Graph–Table: Table Mean (in s) 31.70 23.55 35.39 36.17
Median 28.99 17.84 31.59 36.13

18.43
3.24

48.14

t
n
t

T
P

T

Standard deviation 

Minimum 

Maximum 1
The best non-monitored criminal is selected at a lower rate in
he Graph session than in the Table session for each level of the
umber of monitored criminals z. This difference is significant at
he 0.05 level for observation levels 2 and 12, and significant at the

able 3
ercent criminal choice by session and observation level.

All sessions Best monitored 

Other  monitored 

Other  non-monitored 

Best  non-monitored 

Graph  Best monitored 

Other  monitored 

Other  non-monitored 

Best  non-monitored 

Table  Best monitored 

Other  monitored 

Other  non-monitored 

Best  non-monitored 

Graph–Table Best monitored 

Other  monitored 

Other  non-monitored 

Best  non-monitored 

Graph–Table: Graph Best monitored 

Other  monitored 

Other  non-monitored 

Best  non-monitored 

Graph–Table: Table Best monitored 

Other  monitored 

Other  non-monitored 

Best  non-monitored 

he statistics of particular interest are bolded.
 19.35 17.89 15.11
 4.37 3.24 6.41
 148.14 9.83 77.17
0.1 level for observation level 7. Comparing the graph rounds of
the Graph–Table session with the table rounds of the Graph–Table
session, we  find that the best non-monitored criminal is selected
at a lower rate in the graph rounds than in the table rounds for

All Observation level

2 7 12

52% 33% 57% 65%
2% 1% 3% 3%

11% 23% 6% 4%
35% 42% 34% 29%

55% 34% 60% 71%
3% 2% 5% 3%

11% 27% 5% 2%
30% 37% 29% 24%

51% 33% 58% 63%
1% 0% 2% 2%

10% 20% 6% 4%
37% 46% 34% 31%

49% 32% 54% 62%
2% 2% 1% 3%

11% 23% 7% 4%
37% 43% 38% 31%

52% 35% 58% 63%
2% 3% 1% 3%

13% 24% 8% 5%
34% 38% 33% 29%

47% 29% 50% 61%
2% 1% 1% 4%

10% 22% 5% 3%
41% 48% 44% 32%
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Fig. 4. Percent of choices b

bservation levels 2 and 7 (both significant at the 0.05 level). We
annot reject at standard significance levels that that the best non-
onitored criminal is selected in the graph rounds at less than

r equal the rate as in the table rounds for observation level 12
p-value 0.7). This weakening of our statistical statement for obser-
ation level 12 may  be driven by the apparent interaction between
eeing the table format and selection rates under the graph for-
at  at observation level 12. The rate of selection between the

able session and the table rounds of the Graph–Table session is
early identical (31% vs. 32%), but the rate of selection between the
raph session and the graph rounds of the Graph–Table session

umps from 24% to 29%, almost reaching the selection rate under
he table format. An interaction of this sort is plausible because
he explicit marking of missing information under the table format
n the Graph–Table session may  raise the subjects’ awareness of

issing information under the graph format in that session. This
ay  also help explain the pattern mentioned in Section 4.1 of the

ncreased time spent in the graph rounds of session Graph–Table
ession relative to the Graph session. A round by round summary
f decisions in the Graph–Table session is included in Fig. 6. While
his analysis does not account for individual heterogeneities as we
o in the within subjects comparison, it does provide a general
icture of aggregate behavior. The frequency with which the best
on-monitored criminal is selected tends to increase in the even
ounds (table) relative to the odd rounds (graph) for observation
evels z = 2 and z = 7 and the pattern is less clear for observation
evel z = 12.

When formulating Hypothesis 2, we conjectured that the
xplicit marking of missing information in the table format would
elp to raise awareness of missing information. To assess the
lausibility of this conjecture, we consider cases where the best
onitored criminal and best non-monitored criminal are of equal

egree. In these cases, the degree of the best non-monitored crim-
nal is known to be greater than or equal to the degree of the best

onitored criminal and so we predict a subject will (weakly) pre-
er to select the best non-monitored criminal regardless of her prior
�0). A subject who instead selects the best monitored criminal has
ither made an error or is indifferent between the two alternatives.
ne cause of this indifference could be a lack of awareness of miss-

ng information. If a subject interprets the absence of a link in
he graph format as the non-existence of a link then that subject

ould be indifferent between choosing the best monitored crimi-
al and best non-monitored criminal. Thus, for our conjecture to be
lausible, we  would expect the best non-monitored criminal to be
elected at a higher rate in the table format when the best criminals
re of equal degree.
ion and observation level.

Table 6 reports for all sessions the percentage of the time that the
best non-monitored criminal was selected when the best criminals
were of equal degree by observation level. Consistent with our con-
jecture, we find that the best non-monitored criminal was selected
at a higher rate in the table format when the best criminals are of
equal degree. This finding is significant at the 0.01 level for both
the between-subjects and within-subjects comparisons. In addi-
tion, we find that the best non-monitored criminal was selected at
a higher rate in the last 5 rounds of the Graph session at observation
level z = 2 than in the first 5 rounds at observation level z = 2 (sig-
nificant at the 0.1 level). There was no significant difference in the
Table session or the Graph–Table session (p-values 0.67 and 0.40
respectively). This suggests that subjects may  have initially been
unaware of missing information in the Graph session, but eventu-
ally learned to take this information into account as they gained
experience.

Though there is no evidence in support of Hypothesis 2 in the
within-subjects comparison for observational level 12, there is evi-
dence in support of Hypothesis 2 in the within-subjects comparison
for observation levels 2 and 7, and in all between-subjects compar-
isons. We  interpret this as largely supportive of Hypothesis 2.

4.3. Hypothesis 3

Table 3 also reports for all sessions the percentage of decisions
in which the best monitored criminal is selected. This percentage
plus the percentage of decisions for which the best non-monitored
criminal is selected gives us the percentage of decisions for which
a “best criminal” is selected. Similar to what was found by McBride
and Hewitt (2012), we  observe a non-trivial number of other non-
monitored arrests with z = 2 but not z = 7 or 12, apparently due to
imperfect belief updating when z = 2 .

We hypothesized that the rate at which the best criminals are
selected will be greater under the graph format than under the
table format, but we find no statistical difference for most compar-
isons. Moreover, in one case we find fewer best criminals arrested
under graph than under table. When comparing the Graph session
to the Table session, the best criminals are selected at a lower rate
(opposite the prediction) in the Graph session at observation level
2 (significant at the 0.05 level), and no significant difference is

found at observation levels 7 and 12 (p-values 0.16 and 0.76 respec-
tively). When comparing the graph rounds of the Graph–Table
session to the table rounds of the Graph–Table session, there is
no statistically significant difference in the rate of selection for
all observation levels (p-values 0.13, 0.13, and 0.32). In short,



416 M. McBride, M. Caldara / Social Networks 35 (2013) 406– 422

Table 4
Crime reduction by session and observation level.

All Observation level

2 7 12

All sessions Mean 76.20 62.81 80.23 85.56
Median 75.00 75.00 75.00 95.00
Standard deviation 22.17 24.23 19.08 15.51

Graph Mean 75.69 62.44 78.92 85.72
Median 75.00 75.00 75.00 95.00
Standard deviation 22.68 25.04 19.85 15.43

Table  Mean 76.66 63.21 81.48 85.28
Median 75.00 75.00 75.00 95.00
Standard deviation 21.39 23.12 17.90 15.54

Graph–Table Mean 76.19 62.75 80.13 85.69
Median 75.00 55.00 75.00 95.00
Standard deviation 22.46 24.63 19.49 15.58

Graph–Table: Graph Mean 75.38 60.50 80.88 84.75
Median 75.00 55.00 75.00 85.00
Standard deviation 23.31 25.47 20.14 15.54

Graph–Table: Table Mean 77.00 65.00 79.38 86.63
75.00
21.57

N al. The

a
i

p
O

T
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N

Median 

Standard deviation

ote: Crime reduction equals 15 + 20d, where d is the degree of the arrested crimin

ccording to both between-subjects and within-subjects compar-

sons, we reject Hypothesis 3.

While this finding is contrary to our hypothesis, there are two
ossible explanations that fit within our hypothesized framework.
ne is that there is not a significant difference in the rate of

able 5
ypothesis test statistics by comparison type and observation level.

Statistic 

(1) H0: Graph time spent ≥ Table time spent
H1: Graph time spent < Table time spent

Between sessions (G &T) Student t (p-value) 

Wilcoxon rank-sum (p-value) 

[Obs.] 

Within session (G–T) Student t (p-value) 

Wilcoxon rank-sum (p-value) 

[Obs.] 

(2)  H0: Graph % Best Non-monitored ≥ Table % Best Non-monitored
H2: Graph % Best Non-monitored < Table % Best Non-monitored

Between sessions (G &T) Student t (p-value) 

Wilcoxon rank-sum (p-value) 

[Obs.] 

Within session (G–T) Student t (p-value) 

Wilcoxon rank-sum (p-value) 

[Obs.] 

(3)  H0: Graph % Best Criminal ≤ Table % Best Criminal
H3: Graph % Best Criminal > Table % Best Criminal

Between sessions (G &T) Student t (p-value) 

Wilcoxon rank-sum (p-value) 

[Obs.] 

Within session (G–T) Student t (p-value) 

Wilcoxon rank-sum (p-value) 

[Obs.] 

(4)  H0: Graph crime reduction ≥ Table crime reduction
H4: Graph crime reduction < Table crime reduction

Between sessions (G &T) Student t (p-value) 

Wilcoxon rank-sum (p-value) 

[Obs.] 

Within session (G–T) Student t (p-value) 

Wilcoxon rank-sum (p-value) 

[Obs.] 

otes: In all cases our hypothesis corresponds with Ha and thus rejecting H0 confirms our
a For H3, Between Session Obs. Level 2, we can also reject H′

0: Graph % Best Criminal ≥ 
 75.00 75.00 95.00
23.63 18.86 15.62

 statistics of particular interest are bolded.

trembling hand errors between the two formats. Another is that

a reduction in strategic errors under the table format is canceling
out any reduction in the rate of trembling hand errors under the
graph format. We  find that average response time is longer under
the table format (Hypothesis 1 confirmed). Because the subjects are

Observation level

2 7 12

0.0000 0.0000 0.0000
0.0000 0.0000 0.0000
540 540 540
0.0431 0.0000 0.0000
0.0026 0.0000 0.0000
320 320 320

0.0136 0.0951 0.0345
0.0137 0.0950 0.0345
540 540 540
0.0149 0.0159 0.3001
0.0195 0.0176 0.3903
320 320 320

0.9889a 0.8399 0.2388
0.9888a 0.8401 0.7614
540 540 540
0.8678 0.8743 0.6798
0.8276 0.8121 0.6446
320 320 320

0.3558 0.0577 0.6301
0.3911 0.0716 0.4317
540 540 540
0.0378 0.7629 0.1350
0.0500 0.2312 0.1864
320 320 320

 hypothesis. The statistics of particular interest are bolded.
Table % Best Criminal (p-values 0.0111 and 0.0112).
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Fig. 5. Crime r

aking longer to make a decision under table format, it is possible
hat they make fewer errors due to a trade-off between speed and
ccuracy. Also, we find a difference in the rate at which the best
on-monitored criminal is selected (Hypothesis 2 confirmed), sug-
esting a decrease in information processing errors under the table
ormat. One type of strategic error is misunderstanding conditional
robability. Because the subjects are told that the monitored crim-

nals are selected at random, they should always prefer the best
on-monitored criminal to some other non-monitored criminal.
hus, selecting some other non-monitored criminal could mani-
est a misunderstanding of the optimal disruption strategy. As seen
n Table 3, at observation level 2, the reduction in the rate at which
he best non-monitored criminal is selected in the Graph session
s almost perfectly matched by an increase in the rate at which
ther non-monitored criminals are selected. It thus appears that a
eduction in strategic errors under the table format factors into an
xplanation for our rejection of Hypothesis 3.

.4. Hypothesis 4

Hypothesis 4 predicted larger crime reduction under the table
isplay format than under the graph display format. The logic
ehind the hypothesis was that fewer and less consequential errors
ould be made under the table display format than under the

raph display format. The results thus far largely confirm that logic,
owever, it remains to be seen if fewer errors translates to more
ffective crime reduction.

Table 4 reports for all sessions the average crime reduction for
ach level of the monitored criminals z. This information is also
isplayed in Fig. 5. In some cases we find that subjects are more
ffective in reducing crime under the table format, but in other
ases we find no statistical difference in crime reduction between
he two display formats. Comparing the Graph session to the Table
ession, subjects are less effective under the graph format at obser-
ation level 7 (significant at the 0.1 level), but there is no difference
n effectiveness at observation levels 2 and 12 (p-values 0.36 and
.63 respectively). Additionally, comparing the graph rounds of
he Graph–Table session to the table rounds of the Graph–Table
ession, controlling for fixed effects, we find that subjects facing the
raph format are less effective at observation level 2 (significant at
he 0.05 level), but that they exhibit no difference in effectiveness at

bservation levels 7 and 12 (p-values 0.76 and 0.14 respectively).
verall, subjects presented with tables perform strictly better in

ome conditions, but do equally well in other conditions. We  inter-
ret this as weak support for Hypothesis 4, i.e., the subjects do
eakly better with tables.
ion by session.

5. Discussion

Using a behavioral experiment on dark network disruption, we
show that subjects, on average, make quicker disruption decisions
when presented with network data in graph format but that they
make weakly better disruption decisions under the table format.
Importantly, subjects viewing tables are more likely to disrupt the
network by removing nodes whose true degree is not known. That
subjects make decisions more quickly under the graph but per-
form weakly better in making arrests under the table suggests that
a trade-off may  exist between speed and accuracy. Whether the
graph or table is better may  thus depend on the setting. Given that
decisions are much faster under the graph but only slightly worse
at disrupting, the trade-off may  work in favor of the graph display
under some settings, such as when there is a strict time constraint
for making a decision. However, the trade-off is not simply that a
larger number of trembling errors occur under the graph display,
but rather, we suspect, that the table display may  better distinguish
between non-existent links and links that may or may  not exist.

This interpretation of our results aligns with a conclusion of
McGrath et al. (1997) that, “Interestingly, the ‘best’ spatial arrange-
ment for a social network may  often depend on the information
that the arrangement is intended to convey.” We  speculate that
this lesson takes a particular form in our setting. Remember that
the optimal strategy involves comparing the highest degree mon-
itored node with the highest degree non-monitored node. Thus,
the best display format for our network disrupters may  be one
that highlights degree centrality, separates monitored from non-
monitored criminals, and distinguishes known non-links from links
of unknown status. Highlighting degree centrality would cue the
person tasked with making the disruption decision that (expected)
degree is the relevant notion of prominence, while separating
monitored from non-monitored agents and distinguishing known
non-links from unknown link status enhances strategic awareness
of incomplete information. Similar changes could also be made to
the table format. By ordering nodes in the table by observed degree
and whether they are monitored or non-monitored, the speed with
which decisions are made in the table format could be dramatically
improved.

Whether this best display format is a graph or a table is less
clear. We found tables to have net advantages over graphs in our

experiment, probably because the tables we used more explic-
itly accounted for known unknowns. However, the effect of tables
with the effect of identifying known unknowns is to a degree con-
flated in our experiment. That the effects are not fully conflated
is evident because subjects do alter the rate at which they select
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Table 6
Percent criminal choice by session and observation level (degree difference = 0).

All Observation level

2 7 12

All sessions Best monitored 29% 4% 18% 53%
Other monitored 1% 1% 0% 1%
Other  non-monitored 19% 39% 14% 7%

Best non-monitored 51% 55% 68% 39%

Graph Best monitored 35% 3% 29% 60%
Other monitored 2% 3% 0% 2%
Other  non-monitored 19% 50% 9% 3%

Best  non-monitored 44% 45% 62% 36%

Table  Best monitored 26% 2% 12% 50%
Other monitored 0% 0% 0% 0%
Other  non-monitored 18% 35% 16% 8%

Best  non-monitored 56% 63% 72% 42%

Graph–Table Best monitored 27% 7% 14% 48%
Other  monitored 1% 1% 0% 1%
Other  non-monitored 20% 35% 16% 10%

Best  non-monitored 52% 56% 70% 40%

Graph–Table: Graph Best monitored 32% 9% 19% 52%
Other monitored 1% 2% 0% 1%
Other  non-monitored 23% 45% 19% 11%

Best  non-monitored 44% 43% 63% 35%

Graph–Table: Table Best monitored 21% 6% 9% 43%
Other monitored 0% 0% 0% 0%
Other  non-monitored 16% 26% 13% 9%

Best non-monitored 62% 68% 78% 47%

Notes: May  not add 100% due to round off error. Monitored criminals are green. Non-monitored are blue. The statistics of particular interest are bolded.

Table 7
Probit regressions, best criminal.

Dependent variable = 1 if best monitored is
selected = 0 otherwise

Dependent variable = 1 if a best criminal is
selected = 0 otherwise

(1) (2)

Coefficient Average marginal effect Coefficient Average marginal effect

Observation = 2 −1.610*** −0.453*** −1.006*** −0.203***

(0.790) (0.019) (0.086) (0.025)
Observation = 7 −0.773*** −0.219*** −0.306*** −0.040***

(0.071) (0.021) (0.095) (0.015)
Degree  difference (Monitored − Non-Monitored) 1.000*** 0.262*** 0.287*** 0.054***

(0.041) (0.006) (0.040) (0.007)
Graph  format 0.135** 0.038** −0.163** −0.031**

(0.058) (0.016) (0.068) (0.014)

Economics class (1+) −0.092 −0.026 −0.079 −0.015
(0.073) (0.021) (0.085) (0.016)

Statistics class (1+) −0.183** −0.052** −0.133 −0.025
(0.074) (0.021) (0.090) (0.018)

Male  −0.105 −0.030 0.388*** 0.070***

(0.065) (0.018) (0.078) (0.011)
Psychology/cognitive science 0.029 0.008 −0.098 −0.018

(0.122) (0.034) (0.143) (0.028)
Other  social science/sociology/criminology −0.149 −0.042 −0.235** −0.046**

(0.094) (0.026) (0.105) (0.023)
Physical  science/engineering −0.168* −0.048* −0.154 −0.029

(0.095) (0.027) (0.112) (0.023)
Life  science/biology/public health −0.1261 −0.036 0.069 0.012

(0.100) (0.028) (0.116) (0.019)
Humanities/undecided/undeclared 0.340 0.093 0.183 0.029

(0.221) (0.058) (0.285) (0.041)
Constant 0.148 1.551***

(0.115) (0.140)

Notes: Baseline is a female business/economics major with no class experience under table format.
* Significant at 0.1 level.

** Significant at 0.05 level.
*** Significant at 0.01 level.
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(b):  Observation Level 7

(a):  Observation Level 2
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Fig. 6. Percent of cho

est monitored subjects depending on degree difference, as seen

n the positive and significant coefficient on degree difference in
able 7. Yet, although the coefficient indicates some awareness
f unknowns, the current design does not separately identify the
ffects, thus making it impossible for us to determine from the con-
ucted experiment how much of the difference is due to one effect
1098

 round, Graph–Table

and how much is due to the other. A new experiment is required

to separate out the two  effects.

Future work could reveal that the advantages of the table may
disappear with optimized graph displays. If a graph format was
adapted to explicitly reveal known unknowns, then it is possible
that the best graph format could be better than the best table
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Table 8
Regressions – time spent, crime reduction.

Dependent variable: time spent Dependent variable: crime reduction

(1) (2) (3) (4)

Observation = 2 −11.571*** −10.729*** −15.188*** −15.217***

(2.307) (1.920) (2.890) (2.889)
Observation = 7 −2.282* −1.861 −1.547 −1.562

(1.330) (1.106) (1.666) (1.664)
Graph  format −15.952*** −12.217*** −1.117 −1.249

(0.636) (0.836) (0.796) (1.284)
Period −0.144 −0.102 0.378*** 0.376***

(0.109) (0.091) (0.136) (0.136)
Fixed  effects × √ × √

Economics class (1+) 2.407*** 0.591
(0.801) (1.003)

Statistics class (1+) −2.318*** −2.074**

(0.805) (1.009)

Male 3.884*** 2.575***

(0.715) (0.895)
Psychology/cognitive science −0.875 1.554

(1.352) (1.693)
Other social science/sociology/criminology 0.608 −0.376

(1.035) (1.296)
Physical science/engineering −1.313 −0.002

(1.031) (1.291)
Life science/biology/public health −0.649 3.092**

(1.108) (1.388)
Humanities/undecided/undeclared −3.753 −0.632

(2.290) (2.868)
Constant 37.733*** 35.705*** 75.626*** 76.557***

(3.064) (2.431) (3.838) (3.657)
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otes: Baseline is a female business/economics major with no class experience und
* Significant at 0.1 level.

** Significant at 0.05 level.
*** Significant at 0.01 level.

ormat in all dimensions (speed, accuracy, etc.). A revised graph
ormat could also take advantage of existing display algorithms
Kamada–Kawai, principal components, Gower, etc.) and use node
ize to reflect degree, with special care given to distinguishing
etween monitored and non-monitored nodes. This becomes espe-
ially important as the size of the network increases, in which case
he symmetric alignment of nodes on circle graphs makes it difficult
o identify degree as links overlap significantly.

The question of best display can also be approached with a the-
ry of cognition in mind, and our earlier mention of Kahneman’s
2011) is highly relevant. It is as if viewing graphs triggered

 fast, intuitive response, whereas having to count nodes in
ables required more laborious, slow thinking. Using Kahneman’s

etaphor of fast and slow thinking, our findings suggest that the
ptimal display should force slow thinking by the decision maker,
t least until that decision maker has mastered the decision task.
uture work should explore this question directly to build a coher-
nt cognitive theory of dark network intervention.

Our experiment was designed to identify the presence of behav-
oral differences under the different display formats. Modifications
n the design will be necessary to tease out the mechanisms for
hese differences. For example, a full between-subjects design with

ore trials per treatment may  better capture changes in awareness
nder the different display formats. We  note that because the sub-

ects participated in two practice rounds for each observation level,
ith the true network (including initially unobserved links) fully

evealed at the end of each practice round, they were exposed to
resence of unobserved links for both display formats. Exactly why

ubjects choose more non-monitored arrests in the table format
han in the display format is thus unknown. Another direction of
esearch is to identify whether exposure to social network analysis
ore generally or in other, non-dark-network contexts can lead to

mproved dark network intervention decisions. Larger experiments
le format.

that place decision makers in multiple contexts would be required
to answer this question. While our study is motivated by real world
dark network disruption, we  readily admit that our stylized set-
ting lacks much of the richness of the real world. For example, real
world disruptors could, in principle, have at their disposal trained
network analysts, with expert knowledge of networks including
knowledge of the biases of different informational displays dis-
cussed here. We  hope that our work provides a starting point on
which future work bridging the gap between the stylized settings
and the real world can build.
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Appendix A. Experiment instructions

These are the instructions from the Graph session and are iden-
tical, whenever possible, to the instructions used in McBride and
Hewitt (2012). Instructions for the Table session and Graph–Table
session are identical except for the description of the display for-
mat.

SCREEN 1: WELCOME
Welcome to this experiment at . Thank you for participating.
You are about to participate in a study of decision-making, and

you will be paid for your participation in cash, privately at the end
of this session. What you earn depends partly on your decisions and
partly on chance.
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The entire session consists of multiple practice rounds and real
ounds. You will be paid for the real rounds only. The practice
ounds are only for you to familiarize yourself with the decision-
aking environment.
All rounds will take place through the computer terminals. It

s important that you do not communicate with any other partici-
ants during the session.

When you are ready, please hit Continue to go to the instruc-
ions.

CREEN 2: Instructions 1

During each round, the computer will select a different criminal
etwork comprised of 18 criminals.

The level of crime produced by each criminal depends in part
n the number of that criminal’s collaborations. Each criminal
roduces 15 units of crime plus an additional 10 units of crime for
ach collaboration. For example, if a criminal had 3 collaborations,
hen that criminal, if not arrested, would produce 15 + (10 × 3) units
f crime, which is 45 units of crime. The 15 units come from that
riminal’s own activities, while the 10 × 3 comes from the collabo-
ations. To help you remember this formula, it will be displayed on
our screen during the duration of the experiment.

After being shown an image of the network, you will choose
hich single criminal to arrest. Arresting a criminal results in a

eduction in total overall crime because that criminal does not pro-
uce crime and because there are fewer collaborations among the
urviving criminals.

For each unit of crime reduced by the arrest, you will earn $0.009.
hus, the more crime you reduce, the more money you earn during
he experiment.

CREEN 3: Test Screen 1

Before proceeding, you must answer some questions. These
uestions test your comprehension. Remember that a criminal with

 collaborations produces 15 + (10 × x) units of crime.
Please select the answer.
1. What is the level of crime produced by a criminal with 7

ollaborations?

CREEN 4: Answer Screen 1

You are CORRECT!
Remember that a criminal with x collaborations produces

5 + (10 × x) units of crime.
1. What is the level of crime produced by a criminal with 7

ollaborations?
The correct answer is (e) 85 because a criminal with 7 collabo-

ations produces 15 + (10 × 7) = 85 units of crime.
Now, please select the correct answer for the following ques-

ion:
2. True or false: The correct answer above is also the amount of

rime reduced by arresting a criminal with 7 collaborations.

CREEN 5: Answer Screen 2

You are CORRECT!
Remember that a criminal with x collaborations produces

5 + (10 × x) units of crime.

2. True or false: The correct answer above is also the amount of

rime reduced by arresting a criminal with 7 collaborations.
The correct answer is (b) false because, after the criminal is

rrested, the former collaborators of the arrested criminal now have
ewer collaborations and thus also produce less crime. Thus, the
tworks 35 (2013) 406– 422 421

arrest directly reduces crime by removing a criminal but indirectly
reduces even more crime because surviving criminals have fewer
collaborations.

Click continue to proceed.

SCREEN 6: Instructions 2 (one version for each observation
level)

Before making your choice in each round, you will be shown an
image of part of the crime network.

Each criminal is represented by a small circle, and the lines con-
necting criminals represent the collaborations between criminals.

You will view each criminal, but the computer will randomly
select SOME of those criminals and show only the collaborations of
those criminals. Any other collaborations in the crime network will
not be shown. The criminals who have ALL of their collaborations
revealed are green. The other criminals are blue – you may  see all,
some or none of the collaborations of each blue criminal. You will
only see a blue criminal’s collaboration if a partner’s collaborations
were revealed.

In each round, the computer will select criminals and reveal
their collaborations.

SCREEN 7: Instructions 3

To arrest a particular criminal, please click on the circle corre-
sponding to that criminal.

NOTE: You can select any criminal to arrest, whether or not you
saw that criminal’s collaborations. That means you may click on
any green OR blue circle.

IMPORTANT! You make your choice by clicking on that circle,
so do not click on a circle until you are ready to make your choice.
Once you make your choice, you cannot change it.

Click continue to participate in the 2 practice rounds. After com-
pleting the practice rounds, you will participate in 10 real rounds.
You will then receive further instructions.
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